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ABSTRACT
Designing powerful tools that support cooking activities has rapidly
gained popularity due to the massive amounts of available data,
as well as recent advances in machine learning that are capable of
analyzing them. In this paper, we propose a cross-modal retrieval
model aligning visual and textual data (like pictures of dishes and
their recipes) in a shared representation space. We describe an
effective learning scheme, capable of tackling large-scale problems,
and validate it on the Recipe1M dataset containing nearly 1 million
picture-recipe pairs. We show the effectiveness of our approach
regarding previous state-of-the-art models and present qualitative
results over computational cooking use cases.
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INTRODUCTION

Designing powerful tools that support cooking activities has become an attractive research field in recent years due to the growing
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interest of users to eat home-made food and share recipes on social
platforms [34]. These massive amounts of data shared on devoted
sites, such as All Recipes1 , allow gathering food-related data including text recipes, images, videos, and/or user preferences. Consequently, novel applications are rising, such as ingredient classification [7], recipe recognition [38] or recipe recommendation [34].
However, solving these tasks is challenging since it requires taking
into consideration 1) the heterogeneity of data in terms of format
(text, image, video, ...) or structure (e.g., list of items for ingredients,
short verbal sentence for instructions, or verbose text for users’
reviews); and 2) the cultural factor behind each recipe since the
vocabulary, the quantity measurement, and the flavor perception
is culturally intrinsic; preventing the homogeneous semantics of
recipes.
One recent approach emerging from the deep learning community aims at learning the semantics of objects in a latent space using
the distributional hypothesis [14] that constrains object with similar
meanings to be represented similarly. First used for learning image
representations (also called embeddings), this approach has been derived to text-based applications, and recently some researchers
investigate the potential of representing multi-modal evidence
sources (e.g., texts and images) in a shared latent space [20, 30]. This
research direction is particularly interesting for grounding language
with common sense information extracted from images, or viceversa. In the context of computer-aided cooking, we believe that this
multi-modal representation learning approach would contribute to
solving the heterogeneity challenge, since they would promote a
better understanding of each domain-specific word/image/video.
In practice, a typical approach consists in aligning text and image
representations in a shared latent space in which they can be compared [6, 8, 20, 21, 24, 33]. One direct application in the cooking
context is to perform cross-modal retrieval where the goal is to
retrieve images similar to a text recipe query or conversely text
recipes similar to a image query. However, Salvador et al. [33] highlight that this solution based on aligning matching pairs can lead to
poor retrieval performances in a large scale framework. Training
the latent space by only matching pairs of the exact same dish is
not particularly effective at mapping similar dishes close together,
which induces a lack of generalization to newer items (recipes or
images). To alleviate this problem, [33] proposes to use additional
1 http://www.allrecipes.com/

